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Microscopic pedestrian simulation models can be used to investigate pedestrian move-
ment at the urban block and building model scale. In order to develop, calibrate and vali-
date such microscopic models, highly accurate and detailed data on pedestrian movement
and interaction behavior (e.g. collision avoidance) is required. We present a data collection
approach for studying pedestrian behavior which uses the increasingly popular low-cost
sensor Microsoft Kinect. The Kinect captures both standard camera data and a three-
dimensional depth map. Our human detection and tracking algorithm is based on agglom-
erative clustering of privacy-preserving Kinect depth data captured from an elevated view
– in contrast to the lateral view used for gesture recognition in Kinect gaming applications.
Our approach transforms local Kinect 3D data to a common world coordinate system in
order to obtain human trajectories from multiple Kinects, which allows for a scalable
and flexible capturing area. At a testbed with real-world pedestrian traffic we demonstrate
that our approach can provide accurate trajectories from three Kinects with a Pedestrian
Detection Rate of up to 94% and a Multiple Object Tracking Precision of 4 cm. Using a com-
prehensive dataset of 2674 captured human trajectories we calibrate three variations of
the Social Force model. Data for model calibration and validation was recorded without
any script and without actors behaving according to scripted situations. Various conditions
have been covered in the dataset, such as walking at different densities, walking-stopping-
walking, abrupt changes of direction and random movement. The results of our model val-
idations indicate their particular ability to reproduce the observed pedestrian behavior in
microscopic simulations.

� 2014 Elsevier Ltd. All rights reserved.
1. Introduction

With 60% of the world’s population projected to live in urban areas by 2030, crowd management and modeling is becom-
ing an urgent issue of global concern (United Nations, 2012). A better understanding of pedestrian movement can lead to an
improved use of public spaces, to the appropriate dimensioning of urban infrastructure such as airports, stations and com-
mercial centers.

At the urban block and building model scale, predictions on crowd movement are usually being investigated using micro-
scopic pedestrian simulation models. As specified in Hoogendoorn and Bovy (2004), modeling of pedestrian motion must
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take into account human behavior on three levels. The strategic level describes the choice of general activity and trip pur-
poses. The tactical level determines the route-choice and intermediate goals. The operational level computes the actual move-
ment at each time instant towards the next goal and includes collision avoidance based on interactions with other
pedestrians and the environment. This paper focuses on human behavior at the operational level.

Several microscopic modeling approaches exist to describe individual human behavior and collective phenomena on the
operational level (see Duives et al. (2013) for an overview). The most common microscopic approaches noted in the scientific
literature are cellular automata, discrete choice models and social force models. The cellular automata approach as described
in Burstedde et al. (2001) composes a discretization of space using a square grid structure, where the cell sizes represent a
single pedestrian. Also alternative grid structures such as hexagonal cells have been developed (Klein et al., 2010). While
cellular automata models are generally considered to be effective in terms of computational performance, their practical
application is somehow limited: one disadvantage is the limited accuracy of spatial representations (e.g. door widths are
restricted to a multiple of the defined cell size) and pedestrian dynamics (i.e. pedestrian bodies are treated as incompress-
ible). Spatially continuous approaches are computationally more expensive, but allow for modeling in greater detail. The
social force approach (Helbing and Molnár, 1995) defines attraction and repulsion forces with respect to other humans
and the environment, and has become one of the main approaches for modeling and simulating pedestrian movement on
a microscopic level both in the scientific community and in commercial applications (e.g. VISWALK from PTV Group
(2013) or SimWalk from Savannah Simulations (2013)). Discrete choice models (Antonini et al., 2006; Guo et al., 2010)
use a representation where a pedestrian probabilistically selects the direction and speed of movement from a predetermined
set of choices considering the dynamics of other pedestrians around. Some operational models extend the typical pedestrian
movement in a way such that pedestrians include decisive behavior rather than just being reactive particles: Moussaïd et al.
(2011) demonstrate a cognitive science approach based on behavioral heuristics by applying two simple cognitive proce-
dures to adapt walking speed and direction. The model developed by Pellegrini et al. (2009) represents pedestrian interaction
through minimizing an energy function for each individual.

An essential step in model development is the calibration with relevant datasets and the validation on different realistic
scenarios. Model parameter estimation can be very complex due to large numbers of parameters or the limited availability of
real-world datasets (see Rudloff et al., 2011). Some papers show that the calibrated models reproduce self organizing behav-
ior such as lane formation (e.g. Helbing and Molnár, 1997; Moussaïd et al., 2010) and provide quantitative calibration results
(Johansson et al., 2007). However, research in microscopic pedestrian simulation mostly concentrates on model develop-
ment, while calibration and validation processes are often neglected. One way to calibrate microscopic pedestrian simulation
models is to use aggregated data such as density-flow relationships (according to so-called fundamental diagrams) as
described in Davidich and Köster (2012). Developing and calibrating models for detailed human interaction behavior (e.g.
collision avoidance) requires highly accurate data on pedestrian movements, i.e. spatio-temporal motion trajectories as well
as the analysis of all people in a given scene.

In the pedestrian simulation community, such data is traditionally collected by manually annotating the positions of peo-
ple in individual frames of recorded video data of highly frequented areas (Antonini et al., 2006; Berrou et al., 2007). Some-
times additional attributes such as age or gender are assigned to people during the annotation process. Manual annotation,
however, is tedious and time-consuming, in particular for dense scenes with many pedestrians. This limits the amount of
data that can be analyzed. Semi-automated video annotation approaches can facilitate the generation of motion data by pro-
viding automatically computed position predictions which support manual annotation (Plaue et al., 2011; Johansson and
Helbing, 2010). Semi-automated video annotation can provide significant speedup compared to purely manual annotation,
but is still time-consuming. In some experimental setups for pedestrian simulation modeling, participants of the experi-
ments are equipped with distinctive wear such as colored hats for better identification. Naturally, such distinctive wear
makes automated extraction of trajectories a relatively easy task. The free software PeTrack presented in Boltes et al.
(2010) has been applied on video recordings of a bottleneck experiment. The automatic tracking approaches of
Hoogendoorn and Daamen (2003) and Hoogendoorn and Daamen (2005) collected trajectory data in a narrow bottleneck
and a four-directional crossing flow experiment. Controlled experiments allow the setting of environmental conditions that
are hard to observe in real world circumstances as in Daamen and Hoogendoorn (2012), where emergency settings were
reenacted including acoustic and visual signals. However, such setups only allow for a limited sample size and include a sig-
nificant bias in the data since participants are usually aware of being observed.

Large scale and real-world data on human motion can be obtained from video only when applying tools for automatic
vision-based people detection and tracking. Vision based tracking has seen considerable progress in recent years, with cur-
rent systems able to track people through long and challenging sequences (Pellegrini et al., 2009). There exist many
approaches for multi-camera people tracking assuming overlapping fields of view, e.g. Fleuret et al. (2008), Eshel and
Moses (2010), Sternig et al. (2011). Approaches dealing with camera networks with non-overlapping fields of view include
Javed et al. (2007), Loy et al. (2009) and Pflugfelder and Bischof (2010). The advanced computer vision methods are mostly
not concerned with highly accurate tracking (in the sense of giving a position estimate within centimeters of the actual posi-
tion), but are more concerned with working under difficult conditions (occlusions, clutter, lighting, . . .), which limits their
reliability and makes them less appropriate for measurement tasks. The computer vision community provides publicly avail-
able benchmark sequence datasets with manually or semi-automatically annotated data for testing common surveillance
tasks, such as pedestrian detection, tracking and behavior analysis, e.g. PETS (PETS, 2009) and VIRAT (Oh et al., 2011). Many
of these sequences were captured with people acting behavior according to a script, often also due to legal and privacy issues.
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The 3DPeS dataset of Baltieri et al. (2011) provides a benchmark dataset primarily for people re-identification, where sub-
jects were notified of the presence of cameras, but not coached or instructed in any way. Benchmark datasets where subjects
were not notified of the presence of cameras are provided in the BIWI walking dataset of ETH Zurich (Pellegrini et al., 2009)
and the ‘crowds-by-example’ dataset of University of Cyprus Computer Graphics Lab (2011). These datasets were generated
by manual or semi-automated annotation for the sake of ground truth, and were used, for example, to demonstrate novel
people tracking algorithms improved with Social Force Models (Pellegrini et al., 2009) or algorithms for automatically infer-
ring groups with Social Force Models (Sochman and Hogg, 2011). Notably, these algorithms are published by renowned com-
puter vision labs and critically rely on accurate trajectory data of every person in the scene, and are still demonstrated only on
the manually or semi-automatically annotated ground truth trajectory data.

Mutual occlusions of people are one of the major challenges for automatic multiple people tracking from oblique camera
views, and they can be minimized or avoided when capturing the scenes from a top-down view. The Edinburgh Informatics
Forum Pedestrian Database (Bob Fisher, 2010) provides a comprehensive set of trajectories computed in video from a fixed
overhead camera 23 meters from the floor. This elevated height covers a large area, and the authors in (Bob Fisher, 2010)
note that there are usually only a few individuals in each video frame (1 person in 46 % of the frames, four or less persons
in 93 % of the frames), and that scenes with many people (events) cause difficulties in the tracker. The dataset has been used
to demonstrate surveillance algorithms, in particular to detect unusual behavior, for example in Calderara et al. (2011).

In this paper we propose an approach for calibrating microscopic pedestrian simulation models with highly accurate and
comprehensive trajectory data on individual pedestrian movement using Microsoft Kinects mounted in top-down positions.
The Kinect is an inexpensive motion sensing input device which was originally developed for the Xbox 360 video game con-
sole and delivers RGB camera images and a 3D depth map (Microsoft Corp., 2012a). It was originally designed to accurately
detect three dimensional positions of body joints (Shotton et al., 2011) and to estimate human pose (Girshick et al., 2011).
Fig. 1 illustrates the skeletal tracking which is the key component of the video game user interface. With its built-in function-
ality, the Kinect can detect up to six people (two of them using the skeletal tracking) provided that all persons face the sensor
in frontal view with their upper bodies visible. Since its market introduction in 2010, the Kinect has also been used in a broad
variety of other research fields: Noonan et al. (2011) showed the use of the Kinect for tracking body motions in clinical scan-
ning procedures. Animation of the hand avatar in a virtual reality setting by combining the Kinect with wearable haptic
devices was developed in Frati and Prattichizzo (2011). The Kinect was used in Izadi et al. (2011) to create detailed three
dimensional reconstructions of an indoor scene. Weiss et al. (2011) presented a method for human shape reconstruction
using three dimensional and RGB data provided by the Kinect. Choi et al. (2013) demonstrate their method for multiple peo-
ple tracking from a moving camera using Kinect datasets.

To the best of our knowledge, the Microsoft Kinect has not yet been used to obtain data for modeling pedestrian motion
behavior. The built-in skeletal tracking cannot be directly used for accurately measuring pedestrian movement.

In this paper we provide a contribution for pedestrian researchers by presenting an alternative approach using multiple
Microsoft Kinects for obtaining highly accurate tracking data from an elevated view for pedestrian modeling. The approach
processes only information from the 3D depth sensor, thus avoiding any legal and privacy issues arising when observing peo-
ple in real-world scenarios with imaging in the visual spectrum. We demonstrate the high accuracy of the trajectories in a
real world setup and show how such an automatically obtained set of more than 2600 trajectories is used to calibrate and
compare microscopic pedestrian simulation models. The overall added value with respect to previous approaches is the fea-
sibility to automatically obtain large and accurate sets of human movement data at low cost paving the way for many pedes-
trian researchers to better calibrate and validate their simulation models.

We combined three Kinect sensors and collected a large dataset on pedestrian movement inside the Massachusetts Insti-
tute of Technology (MIT)’s Infinite Corridor, the longest hallway that serves as the most direct indoor route between the east
and west ends of the campus and is highly frequented by students and visitors. Fig. 2a shows the area identified for the data
(a) (b)

Fig. 1. Microsoft Kinect provides the depth data stream (a), with the detected person in red and different gray levels encoding the depth information, and
skeletal tracking (b). (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)



(a) (b)

Fig. 2. MIT’s Infinite Corridor with (a) the observed area (green) and (b) the Kinect setting on the ceiling. (For interpretation of the references to color in this
figure legend, the reader is referred to the web version of this article.)
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collection in this work, and Fig. 2b shows the Kinect sensors mounted at the ceiling. In our setting, a single Kinect sensor is
capable of covering an area of roughly 2 m�2 m. Since we have suspended three Kinect sensors from the ceiling, human
movement behavior in an overall scanning area of around 12m2 could be measured. In order to observe various pedestrian
behaviors we performed different walking experiments in this environment.

This paper is structured as follows: Section 2 outlines the setting for measuring human motion data using the Kinect,
describes the calibration process to derive world coordinate data from the Kinect sensors and the algorithms for detecting
and tracking of humans using multiple Kinects. Section 3 provides evaluation results demonstrating the tracking perfor-
mance in the described setting. Section 4 describes the walking experiments and data collection at MIT’s Infinite Corridor.
We describe how these data sets can be used for the calibration of pedestrian models and provide results from the calibration
and validation of three simulation models. Section 5 concludes the results and gives an outlook for further research.

2. Human detection and tracking

Accurate movement data of all humans in the scene are of vital importance for the calibration and validation of micro-
scopic pedestrian simulation models. The Kinect provides a sequence of standard RGB color frames and a 3-dimensional
depth image for each frame. The depth image of a scene indicates the distance of each picture element of that particular
scene from the Kinect. Depth images and RGB color images are both accessible with the Kinect for Windows SDK by
Microsoft Corp. (2012b). Fig. 3 illustrates a snapshot of the depth image, the RGB image and a combination of depth and
RGB from three Kinects mounted at a height of 4.5 meters and a top view position in the MIT’s Infinite Corridor. With this
setup a section of 6 meters of the corridor can be captured. Note that the glass case introduces a significant amount of arti-
facts due to specular reflections. In order to meet privacy concerns – most of the observed persons are not aware of any data
collection experiment – our approach does not process RGB information from the visible spectrum.

In order to compute pedestrian trajectories from depth image sequences of multiple Kinects, we (1) map depth informa-
tion from individual Kinect sequences into a common world coordinate system, (2) group depth information from a single
Kinect in the world coordinate system into individual pedestrians and (3) track the pedestrians to obtain trajectories
throughout the sensing areas of multiple Kinect sensors. These three steps are described in the following subsections.

2.1. Obtaining world coordinates

A Kinect sensor Sk from a set of K devices generates a time series of 640� 480 depth pixel images. Each depth image
encodes a set of valid three-dimensional points xci

¼ ½xci
yci

zci
�T , with i 6 640� 480, in the local Kinect 3D camera coordi-

nate system, computed with the value of the focal length f provided by Microsoft Corp. (2012b). The physical constraints of
the Kinect 3D-measurement setup limit the range of zci

within which reliable depth data can be computed to a maximum
distance of 4 meters. Objects which are located more than 4 meters away from the sensor can not be captured.

A human trajectory T is denoted as a sequence of N four-dimensional vectors
T ¼ f½ti xwi
ywi

z wi
�Tg

i¼1...N;
ð1Þ
where the vectors are composed of a timestamp ti and a 3D position xwi
¼ ½xwi

ywi
zwi
�T in a common world coordinate sys-

tem: For a trajectory to represent people walking throughout the sensing areas of multiple Kinect sensors, the points of the
local 3D coordinate systems of the mounted Kinect sensors must first be mapped to the world coordinate system.



Sensor S1

Sensor S2

Sensor S3

Fig. 3. Kinect sensor field of view; raw depth data stream (left), RGB stream (middle) and both data streams in an overlay (right).
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The actual point mapping between the coordinate system of sensor Sk and the world coordinate system is represented by
a rigid transformation, composed of a translation vector tk between the two origins of the coordinate systems and a 3� 3
rotation matrix Rk such that
xwi
¼ Rkxci

þ tk: ð2Þ
Note that we do not model nonlinear lens distortion. As elaborated in Konolige and Mihelich (2012), the Kinect lenses are
already very good compared to, for example, typical webcams, with a reprojection error (deviation of the camera from the
ideal pinhole model) of 0.34 pixel for the IR camera. Konolige and Mihelich (2012) show that modeling lens correction could
reduce the reprojection error by factor of 3. Lens correction is useful for RGB images with subpixel accuracy applications.
Kinect IR depth images, however, are already smoothed over a neighborhood of pixels by the correlation window, hence cor-
recting a third of a pixel would not significantly change the depth result.

The three parameter values for translation tk of sensor Sk and its three rotation angles in Rk are determined by a set of M
point matches < xwi

;xci
>; i 2 M and subsequently minimizing the error
E ¼
XM

i¼1

xwi
� Rkxci

� tk

�� ��2 ð3Þ
by solving an overdetermined equation system as described in Forsyth and Ponce (2002).
We determine the M point matches < xwi

;xci
> in world coordinates xwi

manually from the depth images. Since only
depth information and no visual information is available for the sensed area, sensor calibration must be based on pre-deter-
mined calibration objects with well-defined depth discontinuities. Our sensor calibration setup is composed of a rectangular
piece of cardboard placed on a tripod with a height of 1587 mm from the ground. We marked multiple reference points on
the ground assuring that they are equally distributed within the field of view. One by one, the tripod with the mounted card-
board on top was placed perpendicular to a single reference point and the depth data was recorded for a couple of seconds.
The reference points in world coordinates xwi

are determined as the center of gravity of the extracted cardboard corners in
the depth images. The raw depth data including the reference points and the results of the calibration for all sensors are
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shown in Fig. 4. Table 1 shows that the Root-Mean-Square Error (RMSE) between the reference points in the world coordi-
nates and the reference points in camera coordinates transformed with (2) lies within the range of a few centimeters.

2.2. Detection algorithm

Let D denote the set of points xwi
obtained by applying the rigid transform (2) to the 3D camera coordinates from the

Kinect depth images. The objective of human detection is to extract from D connected sets of points belonging to a person
and to represent the person with a point xpi

. Human tracking associates detections of individuals over time. Human detection
is composed of the following steps:

1. Data reduction by background subtraction. Identifying a set of points which do not change or only change slowly over
time – the background – supports the segmentation of walking persons from other objects and reduces the number of
depth points to be processed. This can be achieved by classic background subtraction techniques from the domain of
video analysis, e.g. the adaptive background modeling with Gaussian Mixture Models described in Stauffer and
Grimson (2000). In our particular case of the Infinite Corridor, the background model is handcrafted, since the locations
of background objects such as walls are well-known in advance.

2. Data reduction by cutoff. The cutoff step first removes all 3D points which remain after background subtraction with
height zwi

larger than a tall person’s height, e.g. 2.1 meters for adults, and all 3D points with height zwi
smaller than a

typical upper body region, e.g. 1.5 meters. The second cutoff value determines the minimal height of detectable persons,
and is necessary to exclude noisy measurements of objects near the floor. Applying the cutoff values to zwi

results in a
subset D0.
Fig. 4. Left column - Raw data from sensor including reference points (red circles); Right column - sensor calibration results with measured reference (blue)
and estimated (green) points. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)



Table 1
Accuracy of calibration computed on reference points.

Sensor S1 Sensor S2 Sensor S3

RMSE 64 mm 67 mm 19 mm
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3. Hierarchical clustering on the reduced set. In order to group the points D0 into natural clusters corresponding to indi-
vidual persons, we first build a cluster tree by agglomerative clustering with the complete-linkage algorithm (Duda et al.,
2001). For computational reasons we randomly select a subset D00 of R points from D0 for clustering, where typically
R ¼ 500. The complete-linkage algorithm uses the following distance dðD00i ;D00j Þ to measure the dissimilarity between sub-
sets of D00:
dðD00i ;D00j Þ ¼ max
x 2 D00i
x0 2 D00j

x� x0k k;
ð4Þ

with �k k as the Euclidean distance. Using metric (4) avoids elongated clusters and is advantageous when the true clusters
are compact and roughly equal in size (Duda et al., 2001). All leaves at or below a node with a height less than a threshold
are grouped into a cluster, where the threshold is based on a typical human shoulder width, e.g. 0.6 meters.

4. Grouping of D0 and cleanup. All available observation points of D0 are assigned to a cluster, given that they are suffi-
ciently close to the cluster center. Otherwise they are removed. Small clusters which originate from noise or people on
the border of the field of view are removed.

5. Identifying a cluster representative. For every cluster D00i , the point xpi
representing the pedestrian location of a trajec-

tory (1) is selected as the point with the 95th percentile of the height zwi
in D00i , defined as the person’s height.

This process provides robust people detections of all individuals in a single depth image.
2.3. Tracking over multiple sensor views

In order to establish correspondences between consecutive detections and obtain trajectories T as defined in (1), we per-
form global tracking of the people detections xwi

in the world coordinate system by a simple nearest neighbor matching
based on position predictions linearly extrapolating individuals’ positions of the previous n detections. We search for the
nearest detection in the neighborhood within a spatial and temporal threshold.

While other applications use more complex approaches for object tracking (see Berclaz et al. (2011) for an overview), we
take advantage of the high rate of 30 frames per second provided by the Kinect. We experimentally determined n ¼ 5, taking
into account a sufficient number of observations for obtaining a reliable estimate of the predictions. Fig. 5 illustrates the
tracking results of a short sequence as red lines, superimposed to raw depth data of a Kinect sensor.

The algorithm effectively tracks pedestrian heads, and the question might arise whether the head of a pedestrian is the
most stable object to track. Increased variability of vertical head translation and pitch rotation of the head with respect to
pitch trunk rotation was observed only for fast speeds (> 1:4 m/s) during experimental setups in Hirasaki et al. (1999). Addi-
tional variation might occur due to yaw rotation of the head for persons looking around while walking or standing in the
observed area. Hence, shoulders as viewed from above might be a bit more stable when compared to head variations, in par-
ticular for fast speeds. Despite this, we prefer detection of head center points in the 3D data from the Kinect as the more
straightforward and less error-prone approach, supported by the evaluation results of Section 3.

Having the Kinect sensors in a slightly overlapping setting avoids unobserved regions without any information on the
location of pedestrians, and consequently enables more robust tracking. Fig. 6 illustrates the results of our automatic track-
ing approach in a scene with three persons (current position denoted by dashed circles) based on detections from three
slightly overlapping views. When using overlapping sensors a single person potentially creates more than one detection
in world coordinate space. This leads to artifacts within the resulting trajectories in form of small fluctuations (see magni-
fication in Fig. 6). We therefore resample each individual trajectory T as defined in (1) comprising N detections to a trajec-
tory T 0 with M vectors defined as
T 0 ¼ f½t0i x0wi
y0 wi
�Tg

i¼1...M
; ð5Þ
where ti0 ¼ t1; t1 þ Dt0; t1 þ 2Dt0; . . . tN with a sample rate Dt0 ¼ 0:1 seconds. Note that since the approaches for pedestrian
modeling and calibration used in this work (see Section 4) make use of trajectories in 2-dimensional space only, we can omit
z0wi

in (5). The corresponding x0wi
and y0wi

at the regular time intervals ti0 are obtained by cubic spline approximation according
to de Boor (2001) using a smoothing parameter p ¼ 0:98, which smoothes out the mentioned fluctuations and other small
local variations along the trajectory (see black curve within the magnified box in Fig. 6).



Fig. 5. Kinect depth raw data in 3D (walls are light gray and detected objects are dark gray) with automatically obtained trajectories (red). (For
interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)
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Fig. 6. Automatic tracking of three persons (current position denoted by dashed circles) based on detections from three slightly overlapping views
(crossings in red, green and blue) with the resulting smoothed trajectories (black curve with circles, within the magnified box). (For interpretation of the
references to color in this figure legend, the reader is referred to the web version of this article.)
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3. Tracking evaluation

Real data for pedestrian simulation calibration is often confined to trajectories which have been manually extracted from
video data sets. The reason is that the required accuracy of the trajectories is very high, and often only manually extracted
trajectories can fulfill such accuracy requirements. It is thus necessary to compare the output of the Kinect pedestrian track-
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ing described above with the ’’gold standard‘‘ of manually generated trajectories in order to have an idea how suitable auto-
matic collection of really large data sets are.

A human observer annotated the locations of all individuals in single frames using the raw depth sensor data from a single
Kinect sensor. While the Kinect’s depth data does not allow for identifying persons, the body shape of individuals is still rec-
ognizable. Our evaluation data is composed of two trajectory sets: the first data set comprises 15578 frames (� 590 s) with
pedestrian flows of low to medium density, i.e. up to 0.5 persons=m2, and a total number of 128 persons. The second
sequence includes 251 frames (� 12 s) with a total number of 21 persons and comparably higher densities of up to 1
person=m2. Note that the stated densities are averaged over the covered area. Thus, the data do contain local densities well
above 1 person=m2, for instance in case that several pedestrians stand or walk closer together although a larger area is avail-
able. Fig. 7 illustrates a single frame from the second dataset.

In the first step of the evaluation, every automatically computed trajectory T is assigned to a ground truth trajectory T G

by minimizing a trajectory distance metric. Quantifying the pairwise trajectory dissimilarity in a distance metric is not trivial
due to the usually different number of points. Here we used the discrete Fréchet distance (Eiter and Mannila, 1994). Follow-
ing an informal interpretation, the Fréchet distance between two trajectories is the minimum length of a leash that allows a
dog and its owner to walk along their respective trajectories, from one end to the other, without backtracking. Taking into
account the location and ordering of points along the trajectories, the Fréchet distance is well-suited for the comparison of
trajectories and is less sensitive to outlier points than alternatives for arbitrary point sets such as the Hausdorff distance.

As a result of the trajectory assignment we derive a set of P matching trajectory pairs for a time stamp t. Any remaining
automatically computed trajectories which could not be matched are considered as false positives. Similarly, any remaining
ground truth trajectories which could not be matched are considered as misses. Fig. 8a shows the results based on trajecto-
ries from the second sequence. Our dataset produced zero false positives and one miss. It was seen in the data that this
missed person was smaller than the defined cutoff value of 1.5 meters. In order to quantify the position error for all correctly
tracked objects over all frames, we use the Multiple Object Tracking Precision (MOTP) as described in Bernardin and
Stiefelhagen (2008), which is defined as
Fig. 7.
in this
QMOTP ¼
P

i;t xi;t � xG
i;t

��� ���P
tct

; ð6Þ
where ct is the number of matches found at time t. For each match i, the Euclidean distance between the automatically com-
puted trajectory point xi;t and the ground truth trajectory point xG

i;t at time t is computed.
The evaluation results for our detection and tracking approach are shown in Table 2 and reveal that the localization errors

in terms of MOTP are only within a few centimeters for both sequences. Fig. 8b illustrates the evolvement of MOTP over short
time intervals based on the second sequence: for each time interval Dt ¼ 0:5 seconds, the tracking precision Q MOTPDt is com-
puted equivalently to (6). This analysis reveals that tracking accuracy is stable and independent of the number of people.

Fig. 9 illustrates the distribution of the Euclidean distances xi;t � xG
i;t

��� ��� according to (6) for all matches i between correspond-

ing automatic and ground truth trajectory points for both sequences.
The Pedestrian Detection Rate (PDR) measures the rate at which tracked pedestrians are matched to the ground truth. The

value of PDR varies between 0 and 1. While 0 means poor pedestrian detection, 1 means that all ground truth pedestrians are
matched. The metric is given by
Kinect depth raw data in 3D (gray) with manually annotated head positions of individuals (red circles). (For interpretation of the references to color
figure legend, the reader is referred to the web version of this article.)
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Table 2
Tracking evaluation results, showing Pedestrian Detection Rate (PDR) and Multi Object Tracking
Precision (MOTP), and its standard deviation in brackets.

QPDR ½%� QMOTP½mm�

Sequence 1 96.20 (12.39) 41.3 (30.2)
Sequence 2 93.86 (17.64) 34.0 (21.0)

Fig. 9.
ground
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Q PDR ¼
TP

TPþ FN
; ð7Þ
where the number of matched ground truth pedestrians is denoted by true positives TP. False negatives FN state the number
of missing detections. Table 2 provides the evaluation results for our detection and tracking approach. Based on the PDR, our
approach performs well on both sequences, with detection rates above 94%.

For Sequence 1 the PDR’s for 115 out of 127 tracked persons are higher than 90% whereas the remaining 12 persons are
lying in the range between 26.5% to 88.6%. For Sequence 2 the PDR’s for 19 out of 21 persons are above 90% with the remain-
ing 2 persons being in the range between 36.2% and 46.3%.
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Tracking evaluation results, showing the distribution of the Euclidean distance between the corresponding automatic trajectory point xi;t and the
truth trajectory point xG

i;t for (a) Sequence 1 and (b) Sequence 2.
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4. Calibration of pedestrian models

The people trajectories automatically obtained by the Kinect people detection and tracking described above have a posi-
tioning error of only a few centimeters with respect to manual annotation (see Table 2). Thus, a set of mounted and cali-
brated Kinects can quickly and easily produce large datasets of accurate empirical observations. Such movement datasets
covering a variety of walking behavior are exactly what microscopic pedestrian models must rely on in order to be realistic.

We performed a variety of walking experiments at the MIT’s Infinite Corridor described in Section 2 while capturing
depth image sequences of the three Kinect sensors. Applying the people tracking algorithm on the collected Kinect raw depth
data produced a comprehensive amount of robust trajectories providing the necessary information for calibrating different
types of microscopic pedestrian simulation models. We present experimental results of comparing three variations of the
social force model (see Helbing and Molnár, 1995) based on our data collected for calibrating these models.
4.1. Walking experiments

The walking experiments were performed under real world conditions, meaning that the individuals traversing MIT’s Infi-
nite Corridor had no information about being observed. The main task was to calibrate different microscopic pedestrian sim-
ulation models on the operational level with relatively simple scenarios, which allow to neglect the tactical level such as
route choice.

In the first walking experiment, a person standing in the center of the observed area served as an obstacle for passing
people. The 685 trajectories of this setting were recorded during a period of approximately 28 min (see Fig. 10a). The second
walking experiment includes ‘‘normal’’ walking behavior without any external influence for a time span of around one hour.
The 1989 trajectories computed with our Kinect approach are illustrated in Fig. 10b. The red and blue trajectories in Fig. 10a
and b represent the two walking lanes in opposite directions which people form most of the time. From thorough investi-
gation of both datasets we can confirm that various conditions are covered, including (but not exclusively) walking at dif-
ferent densities, walking-stopping-walking, abrupt changes of direction and random movement.

Fig. 11a and b show the walking speed histograms computed from the trajectories of the two calibration data sets (the
velocity of the person acting as an obstacle in experiment 1 is filtered out). Fitted parameters of a Gaussian function to
the data set result in a mean speed of 1.33 m/s and a standard deviation of 0.26 m/s. Experiment 2 shows similar results
for the walking speed distribution with a mean speed of 1.30 m/s and a standard deviation of 0.33 m/s. Our results are well
in line with findings in the scientific literature. For instance, the literature review in Daamen and Hoogendoorn (2006)
Fig. 10. Trajectories for the calibration of pedestrian models automatically retrieved from (a) experiment 1 and (b) experiment 2 (walking directions are
encoded in red and blue). (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)
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revealed that the walking speed of an individual appears to follow a normal distribution with an estimated mean of 1.34 m/s
and a standard deviation of 0.37 m/s.

4.2. Investigated Social Force model variants

Given that the movement of a person depends on velocity and hence on acceleration, the principle of the Social Force
model aims at representing individual walking behavior as a sum of different accelerations as
0
0

10

20

30

40

50

60

70

80

Fr
eq

ue
nc

y

faðtÞ ¼
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aea � va

sa
þ
X
b–a

fabðtÞ þ
X

i

faiðtÞ: ð8Þ
The acceleration fa at time t of an individual a towards a certain goal is defined by the desired direction of movement ea with
a desired speed v0

a. Here, the current velocity va is adapted to the desired speed v0
a within a certain relaxation time sa. The

movement of a pedestrian a is influenced by other pedestrians b which is modeled as a repulsive acceleration fab. A similar
repulsive behavior for static obstacles i (e.g. walls) is represented by the acceleration fai. For notational simplicity, we omit
the dependence on time t for the rest of the paper.

From the set of different formulations of the Social Force model available in the scientific literature, we compare three
variations of the Social Force model based on the general formulation (8).

Model A: The first model from Helbing and Molnár (1995) is based on a circular specification of the repulsive force given
as
fA
ab ¼ aae�

raþrb� dabk kð Þ
ba

dab

dab

�� �� ; ð9Þ
where ra and rb denote the radii of pedestrians a and b, and dab is the distance vector pointing from pedestrian a to b. The
interaction of pedestrian a is parameterized by the strength aa and the range ba, where their values are determined in the
model calibration process.

Model B: The second model uses the elliptical specification of the repulsive force as described in Helbing and Johansson
(2009) determined by
fB
ab ¼ aae�

wab
ba

dab

dab

�� �� ; ð10Þ
where the semi-minor axis wab of the elliptic formulation is given by
wab ¼
1
2

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
dab

�� ��þ dab � vb � va
� �

Dt
�� ��� �2 � ðvb � vaÞDt

�� ��2
q

: ð11Þ
Here, the velocity vectors va and vb of pedestrians a and b are included allowing to take into account the step size of
pedestrians.
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Fig. 11. Walking speed distribution from (a) experiment 1 and (b) experiment 2.
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Model C: The third model is an implementation of Rudloff et al. (2011) in which the repulsive force is split into one force
directed in the opposite of the walking direction, i.e. the deceleration force, and another one perpendicular to it,
i.e. the evasive force. Here, the repulsive force is given as
fC
ab ¼ na ane

�bnh2
ab

vrel
�cn dabk k|fflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflffl}

deceleration force

þpa ape
�bp habj j

vrel
�cp dabk k|fflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflffl}

evasive force

; ð12Þ
where na is the direction of movement of pedestrian a and pa its perpendicular vector directing away from pedestrian b.
Furthermore, hab is the angle between na and dab and v rel denotes the relative velocity between pedestrians a and b.
We denote the implementations of the three above described repulsive formulations of the Social Force model as fA

ab, fB
ab and

fC
ab. Note that the repulsive force from static obstacles fai is modeled by using the same functional form as given by the repul-

sive force from pedestrians. Here, the point of an obstacle i closest to pedestrian a replaces the position b and vi is set to zero.
Furthermore, we take into account that pedestrians have a higher response to other pedestrians in front of them by including
an anisotropic behavior, as described in Helbing and Johansson (2009), into the first two formulations.

4.3. Model calibration

The process of model calibration involves the identification of parameter values which produce realistic pedestrian
behavior in the simulation results. We estimated values for the different parameters in the three described model
approaches fA

ab, fB
ab and fC

ab based on our empirical data set from the walking experiments. The trajectory data were
divided into a non-overlapping calibration and validation data set (validation is described in Section 4.4) as shown in
Table 3.

The literature describes different techniques for calibrating microscopic simulation models: one way is to estimate
parameter values directly from the trajectory data by extracting pedestrian’s acceleration (Hoogendoorn and Daamen,
2006). However, as shown in Rudloff et al. (2011) this method has several drawbacks, even with small errors in the trajec-
tories. For instance, using the acceleration instead of the spatial position introduces significant noise due to the second deriv-
ative. Furthermore, this might lead to error-in-variables problems and parameter estimates possibly result in a bias towards
zero.

Our calibration uses a simulation approach inspired by Johansson et al. (2007), where each pedestrian is simulated sep-
arately while keeping the remaining pedestrians on their observed trajectory. Each simulation run is performed according to
the following procedure: the position and the desired goal for a simulated pedestrian a are extracted from the start point at
time tin

a and the end point at tout
a of the associated observed trajectory T a. The desired velocity v0

a of pedestrian a is defined as
the 90th percentile of the observed velocities. The magnitude of the current velocity vector va is set equal to v0

a, and it directs
towards the pedestrian’s desired goal. Pedestrian a is simulated for Ma ¼ T aj j timesteps during time t, with tin

a 6 t 6 tout
a ,

where both bounds are again derived from the observed trajectory. Note that we set for each simulated pedestrian
r ¼ 0:2 m and s ¼ 0:5 s. It is left for future research to extract the actual radius of a pedestrian from the measured Kinect
data.

After having simulated a set of N pedestrians from the calibration data set with the above procedure, the similarity mea-
sure s for testing the fit of our simulated trajectories is computed as
s ¼ 1
N

XN

a¼1

dðaÞ
tout
a � tin

a

þ gðaÞ
 !

: ð13Þ
For a pedestrian a, the mean Euclidean distance
dðaÞ ¼ dðT a; T
S
aÞ ¼

1
Ma

XMa

i¼1

xai
� xS

ai

��� ��� ð14Þ
provides the dissimilarity between positions xai
¼ ½tai

;xai
; yai
�T of the observed trajectory T a and positions xS

ai
¼ ½tS

ai
;xS

ai
; yS

ai
�T

of the simulated trajectory T S
a. Furthermore, the length of trajectories is defined by T aj j ¼ T S

a

�� �� ¼ Ma. Since none of the used
models explicitly restricts overlapping between pedestrians, an overlap penalty is added denoted by
Table 3
Partitioning of the trajectory data set for model calibration and validation.

Number of trajectories

Experiment 1 Experiment 2

Calibration Set 516 1346
Validation Set 169 643
Total 685 1989
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gðaÞ ¼ 1
N � 1

X
b–a

max
t

0;
1

dabðtÞ
�� ��� 1

ra þ rb

 !
: ð15Þ
Model parameter values are estimated by applying an optimization algorithm to find the best possible fit by minimizing
the objective function (13). We use a genetic algorithm which does not suffer from a starting value problem to find the
neighborhood of the global minimum of (13). The estimated parameter values obtained by the genetic algorithm are then
used as initial values for the Nelder-Mead algorithm (see Lagarias et al., 1998) to refine the result. This hybrid approach
allows finding the global minimum while being numerically efficient.

4.4. Validation results

The results for the parameter fit of the individual models are provided in Table 4 as scal for the calibration data set and sval

for the validation data set. The best possible value for (13) is s ¼ 0. For both experiments, the best fit of the objective function
with the compared modeling approaches could be achieved using the repulsive formulation from fC

ab defined in (12).
By applying the three Social Force models on only a small subset of our validation data set, their basic ability of repre-

senting pedestrian behavior can be evaluated in a qualitative manner. Fig. 12 shows the results of a simulation run with
19 pedestrians in the setting of experiment 1: the simulation results of the circular force formulation from fA

ab in Fig. 12a
indicate that simulated pedestrians evade relatively late with a strong deceleration caused by the static person in the center.
In order to avoid running into the obstacle, some pedestrians even move slightly backward from the obstacle. This collision
avoidance behavior differs significantly from the observed trajectories. As illustrated in Fig. 12b, the walking behavior from
the simulations with fB

ab is less abrupt as a result of the included velocity dependence. However, pedestrian deceleration is
again unrealistically strong when individuals directly approach the static obstacle. From a qualitative point of view,
e parameter values for three different Social Force formulations based on calibration and validation data set.
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Validation results of different Social Force models showing observed (green) and simulated trajectories (red) using (a) fA
ab , (b) fB

ab and (c) fC
ab as

e force. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)
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Fig. 13. Measured and simulated walking time distributions from (a) experiment 1 and (b) experiment 2.
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simulation results obtained by using fC
ab exhibit the best results in our comparison (see Fig. 12c). Separating the forces into a

deceleration and an evasive component results in individual trajectories which match very well with the observations.
For capacity estimations in infrastructures the walking times of pedestrians are of particular importance. Accordingly,

pedestrian simulation models need to be able to reproduce realistic walking times even if they are not specifically calibrated
for this purpose. Since the models in this work were calibrated using the similarity of trajectories as the objective function,
we also want to evaluate their ability to correctly predict the walking time distribution based on our validation data set.
Fig. 13 shows the cumulative distribution functions FMof walking times tw derived from measured trajectories, and the
cumulative distribution functionsFA; FB; FC of the simulated trajectories provided by fA

ab; f
B
ab, fC

ab respectively. The results
for experiment 1 (see Fig. 13a) demonstrate that the cumulative walking time distribution FA for the circular formulation
and FB for the elliptical formulation for the repulsive force in the Social Force model significantly deviate from the measured
walking time distribution FM . The formulation fC

ab provides a good replication of the measured walking time distribution FM .
In order to support this finding, we used a two-sample Kolmogorov–Smirnov test (see Massey, 1951) to compare each walk-
ing time distribution from the simulations with the measured distribution FM . For a significance level of 0.05, we can reject
the null hypothesis that FA and FM as well as FB and FM are from the same continuous distribution. However, the null hypoth-
esis holds when comparing FC and FM .
5. Conclusion

In this work we have developed algorithms to use the Microsoft Kinect – basically a camera that also records 3-dimen-
sional information in the form of a depth image – for automatic data collection of pedestrian movement from an elevated
view. We have shown that the use of the Kinect allows the automated capture of human motion trajectories with high accu-
racy and without privacy issues. We applied our tracking algorithm to collect an extensive data set in the MIT’s Infinite Cor-
ridor for calibrating and comparing three variations of the Social Force model.

Our approach groups depth information from a single Kinect in the world coordinate system into individual pedestrians
based on hierarchical clustering. These detections are tracked over time throughout the sensing areas of multiple Kinects to
obtain individual trajectories in larger space.

Evaluating the detection performance with two manually annotated ground truth data sets shows a Pedestrian Detection
Rate of 94% and 96%, respectively. The position error for all correctly tracked objects is quantified as Multiple Object Tracking
Precision and reveals relatively small values of around 4 cm. Compared to other scientific work such as Heath and Guibas
(2008), where MOTP was in the range between 16 and 19 cm our approach shows significantly higher accuracy.

In conclusion, our tracking approach is capable of delivering trajectories with an accuracy which we consider sufficient for
calibrating microscopic pedestrian simulation models. In the future our approach could be extended in order to also estimate
the orientation of body parts, i.e. head and shoulder pose. This would allow us to gain more data on how humans
perceive and interact with their environment which is particularly useful for evaluating visual information systems, such
as guidance systems or lights.

By applying our tracking approach in two walking experiments performed under real world conditions in the MIT’s Infi-
nite Corridor, we gathered a total of 2674 trajectories. We compared three variations of the Social Force model by calibrating
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them with our trajectory data. The validation results revealed that collision avoidance behavior in the Social Force model can
be improved by including the relative velocity between individuals. Furthermore, dividing the repulsive force into a decel-
eration and an evasion part delivered the best quantitative and qualitative results out of the investigated models. However,
dividing the repulsive force leads to a larger number of parameters, which makes the calibration process itself more complex
and computationally expensive.

For future work we will increase our data set by obtaining trajectories under additional settings. Hence, other movement
phenomena (e.g. crossing, uni-directional movements, turning of corners, etc.) can be observed which will allow for validat-
ing microscopic pedestrian simulation models on the operational level completely. This will also allow us to further inves-
tigate the transferability of different models to different scenarios. We also intend to automate the sensor calibration
process. For example, the accuracy of an approach performing registration on robust 3D point sets such as described in
Mavrinac et al. (2010) could be compared to the manual setup. Furthermore, including Kalman filters for pedestrian tracking
might be useful for real-time applications performing more complex object detection algorithms which would not allow pro-
cessing at the full Kinect framerate.

Going forward we believe that the adoption of the Kinect could be extremely useful for the development and calibration
of pedestrian models – but also as a tool to better understand human crowd behavior and hence provide invaluable input to
the design of all those spaces that need to respond to it – starting from our cities.
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