This paper might be a pre-copy-editing or a post-print author-produced .pdf of an article accepted for publication. For the definitive publisher-authenticated version, please refer directly to publishing house’s archive system.
Analysis of mobility homophily in Stockholm based on social network data

Cate Heine1, Cristina Marquez2, Paolo Santi1,3, Marcus Sundberg4*, Miriam Nordfors5*, Carlo Ratti1

1 Senseable City Lab, Massachusetts Institute of Technology, Cambridge, MA, United States of America, 2 Universidad Carlos III de Madrid, Leganés, Spain, 3 Instituto di Informatica e Telematica del CNR, Pisa, Italy, 4 Department of Urban Planning and Environment, Division of Systems Analysis and Economics, KTH Royal Institute of Technology, Stockholm, Sweden, 5 Strategi- och utvecklingsenheter, Stockholms Stad, Stockholm, Sweden

* These authors contributed equally to this work.

cheine@mit.edu

Abstract

We present a novel metric for measuring relative connection between parts of a city using geotagged Twitter data as a proxy for co-occurrence of city residents. We find that socioeconomic similarity is a significant predictor of this connectivity metric, which we call “linkage strength”: neighborhoods that are similar to one another in terms of residents’ median income, education level, and (to a lesser extent) immigration history are more strongly connected in terms of the of people who spend time there, indicating some level of homophily in the way that individuals choose to move throughout a city’s districts.

Introduction

Cities are defined by the flow of people through them—the boundaries of metropolitan areas are drawn based on commuting patterns and on socioeconomic integration [1]; as people move through cities to work, shop, go to school, and socialize, they spread resources and ideas, tying the city together as a single organism. Some even credit the circulation of people throughout a city with the superlinear production of income and innovation [2]. However, a growing body of literature suggests that this circulation of people may be quite irregular: researchers have used high-granularity geospatial mobility datasets from Twitter or mobile phone data to identify individuals’ trajectories around cities and found that people are significantly more likely to colocate with others “like” them across various socioeconomic dimensions [3–5].

While these person-based studies are valuable in analyzing social structure and identifying lack of interaction between, for example, different ethnic groups [6], there is also value in a more place-based approach. Most existing literature has taken the person-location network created as people move through urban spaces (where individuals and locations are two types of nodes and visits from a person to a location are edges) and projected it into an individual-based network, with links between individuals who co-locate [3–6]; however, we can alternatively project the same network to a person-based network, with links between locations which
We propose a methodology to study connectivity between neighborhoods in Stockholm, Sweden, specifically as it relates to socioeconomic similarity: does the homophily in travel patterns identified in existing literature cause neighborhoods which are socioeconomically similar to one another to be more connected by the flow of people? First, we present a metric for calculating connectivity, which we call “linkage strength”, between any two neighborhoods in a city using data with high spatial but low temporal resolution. Our metric defines connectivity to one another to be more connected by the flow of people? First, we present a metric for calculating connectivity, which we call “linkage strength”, between any two neighborhoods in the city using data with high spatial but low temporal resolution. Our metric defines connectivity as the relative importance of network slices [19], urban development and planning [20], or transportation [21].

The paper is organized as follows. We introduce the methodology and datasets of our study in the Materials and Methods section. The outcome of the three regression analyses we perform are in the Results section. Finally, conclusions and future research directions are outlined in the Conclusions section.
Materials and methods

Data

Our analysis requires two datasets: one describing movement of people between neighborhoods in Stockholm, and one describing socioeconomic dissimilarity between neighborhoods in Stockholm. In order to understand human mobility across the city, we analyze a set of geotagged tweets in the municipality of Stockholm between January 1, 2016 and April 30, 2019. By looking at successive geotagged tweets, we can understand users’ general mobility spaces—Fig 1 shows the density of Twitter activity across Stockholm as well as the tweet trajectories of four randomly selected users. After filtering out bots, businesses, and other types of uninformative tweets (see S1 Appendix), we analyze 281,863 tweets from 14,478 users.

In order to understand the distribution of socioeconomic characteristics across Stockholm, we look at 2017 census data recorded at the level of Stockholm’s 132 “stadsdelar” (singular: stadsdel)—geographical units containing an average of around 6,000 residents. By aggregating tweet locations up to the stadsdel level, we are able to compare movement across neighborhoods to the socioeconomic characteristics of those neighborhoods; namely, we compare a connectivity metric calculated from Twitter data which we call “linkage strength” (described below) with dissimilarity between pairs of stadsdelar in three socio-economic features: income per person, the percentage of their population that was born in another country, and the percentage of their population that attended some amount of post secondary school (source: City of Stockholm municipality’s Statistical Information Service).

Calculating linkage strength

In this study, we define connection, or linkage strength, between two areas in terms of shared Twitter users. Users who tweet often in region A and in region B indicate some social or economic connection between the two regions (even if it occurs over the span of weeks) and some colocation of their residents. In order to quantify this type of connection between two locations A and B, we use the following formula: Let $U_A$ be the set of users who tweet at least once in location A. Let $x_{iA}$ be the number of times user $i$ tweets in location A. We define $f_{A,B}$ to be

Fig 1. Twitter data. (A) Density of tweets across Stockholm. (B) Trajectories of the geotagged tweets of four random users. User one’s geotagged tweets (red) span eight different stadsdelar across the city, while user four’s tweets (blue) are confined to just two.
https://doi.org/10.1371/journal.pone.0247996.g001
the connection, or linkage strength, between location \( A \) and location \( B \) created by Twitter users as follows:

\[
f_{A,B} = \sum_{i \in U_A} \min\{x_{i,A}, x_{i,B}\}. \tag{1}
\]

In other words, if a user tweets \( x_{i,A} \) times in location \( A \) and \( x_{i,B} \) times in location \( B \), they add \( \min\{x_{i,A}, x_{i,B}\} \) units of linkage strength between \( A \) and \( B \). Informally, users who spend time in both locations can be thought of as spreading resources or ideas between the two areas or forming personal connections between residents of the two areas. We take the minimum of \( x_{i,A} \) and \( x_{i,B} \) because it serves as a bound on the interaction created between the two neighborhoods. See Fig 2 for linkage strength values between an example stadsdel and all other stadsdelar.

**Relationship with more traditional connectivity metrics.** We compare our linkage strength metric to that used in [15, 16], which calculates origin-destination pairs from Twitter data in order to identify commuting patterns and validate travel demand models, respectively. Their metric identifies instances of successive tweets by the same user in two different regions within four hours of one another as an origin-destination trip; flow between two areas is the total number of origin-destination trips between them. They find that the metric performs well in approximating commuting patterns as identified by census survey data and estimated by the SCAG travel demand model. This type of method is infeasible with our dataset, as successive tweets may occur weeks or months apart and do not necessarily correspond to origin-destination trips.

Fig 2. Linkage strength between example stadsdel and all other stadsdelar. Color of each stadsdel represents the value of its linkage strength with the stadsdel highlighted in red, where lighter stadsdel are more strongly connected to the stadsdel in red and darker stadsdel are more weakly connected. Note that there is strong connection between the example stadsdel and the stadsdelar in the city center of Stockholm—as these central stadsdelar have high levels of Twitter activity in general, they have strong connection to all other stadsdelar—we control for this difference in Twitter activity volume in our model.
destination pairs; however, we find that our metric is strongly correlated with the metric used in [15, 16], (correlation coefficient .85, p-value << .001, see Fig 3) while still allowing us to retain the use all of our data—our metric incorporates information from all roughly 280,000 of our tweets, while the origin-destination flow metric would only be able to incorporate information from 65,521 of those tweets (24,491 OD-pairs).

Privacy concerns. Usernames and text associated with the tweets are dropped from our dataset. User ids are hashed to new, random values in order to fully anonymize our data. Further, once linkage strength is calculated, tweets are no longer associated with individuals at all, and trajectories are untraceable in the data. Thus, we remove all identifying information from our data, and we do not add identifying data via home location estimation.

Model

We use a negative binomial regression to estimate the relationship between our explanatory variables (described below) and linkage strength between pairs of stadsdelar. Linkage strength is a count variable, but it is overdispersed with respect to a Poisson distribution (mean = 102.6, variance = 80056.90); negative binomial regression is appropriate for this kind of overdispersed count data [22]. Because all of our explanatory variables are determined by the origin

---

Fig 3. Relationship between linkage strength and existing metric. Our linkage strength metric is on the x-axis, flow as measured by origin-destination pairs from which the same user tweeted within four hours on the y-axis. Pearson correlation coefficient is .853, p-value << .001.

https://doi.org/10.1371/journal.pone.0247996.g003
stadsdel, the destination stadsdel, or a function of the two, we use clustered standard errors as recommended in [23], where the data is clustered on both $A$ and $B$—see Discussion for more details. The geospatial nature of our data suggests there could be potential issues with residual spatial autocorrelation [24]; however, we find no residual spatial autocorrelation in any of our three models (see S2 Appendix).

In order to understand differences between stadsdelar in the impact of socioeconomic difference on movement patterns, we also estimate individual negative binomial regression models for each stadsdel. We use fewer explanatory variables—the variables related to origin stadsdel ($A$) are no longer relevant, as we are looking at only pairs with the same origin stadsdel, and we remove several highly collinear variables, as they contain redundant information and we have fewer degrees of freedom in these smaller models. See Table 1 for the full list of explanatory variables used in the individual-stadsdel and all-stadsdelar models. We use the GLM module in the statsmodels python package in order to estimate all of our negative binomial regression models.

### Table 1. Explanatory variables used in individual-stadsdel and all-stadsdel models.

<table>
<thead>
<tr>
<th></th>
<th>Individual stadsdel models</th>
<th>All stadsdelar models</th>
<th>Variable</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Socioeconomic difference</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Transit time</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Driving time</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Labor accessibility $A$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Labor accessibility $B$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Log points of interest $A$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Log points of interest $B$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Population $A$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Population $B$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Rank-distance model</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Income $A$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Income $B$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Education $A$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Education $B$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Foreign background $A$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Foreign background $B$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Total linkage strength from $A$</td>
</tr>
<tr>
<td></td>
<td>✓</td>
<td>✓</td>
<td>Total linkage strength from $B$</td>
</tr>
</tbody>
</table>

https://doi.org/10.1371/journal.pone.0247996.t001

In order to understand differences between stadsdelar in the impact of socioeconomic difference on movement patterns, we also estimate individual negative binomial regression models for each stadsdel. We use fewer explanatory variables—the variables related to origin stadsdel ($A$) are no longer relevant, as we are looking at only pairs with the same origin stadsdel, and we remove several highly collinear variables, as they contain redundant information and we have fewer degrees of freedom in these smaller models. See Table 1 for the full list of explanatory variables used in the individual-stadsdel and all-stadsdelar models. We use the GLM module in the statsmodels python package in order to estimate all of our negative binomial regression models.

**Explanatory variables**

**Variable of interest: Socioeconomic dissimilarity.** We examine whether absolute difference in socioeconomic characteristics between two areas affects the linkage strength between them—are neighborhoods more connected by flow of people to other neighborhoods “like” theirs, in terms of mean income, education levels, and immigrant makeup? We choose three socioeconomic variables for each stadsdel: mean income, percentage of the population with some post secondary education, and percentage of the population classified as “first generation” (those born outside of Sweden). These three characteristics are correlated with one another but distinct—see Fig 4. For each of the three socioeconomic attributes, we run a negative binomial regression on all pairs of stadsdelar. The dependent variable is linkage strength between the two stadsdelar and the variable of interest is absolute difference in their socioeconomic attributes.
Control variables. We look at five control variables that can help to account for travel constraints and layout of the city: travel time between two locations, physical accessibility of each location in the city structure, number of points of interest in each location, population of each location, and expected linkage strength in a rank-distance null model of mobility.

Travel times. We use the Google Maps API to calculate travel times via driving and public transit between two areas. As longer travel times indicate that areas are more expensive to travel between in terms of both time and money, we expect an inverse relationship between the travel time between two places and linkage strength between them. Analysis of this travel time data indicates heterogeneities in the strength of the transportation network between different neighborhoods—see S3 Appendix for more details.

Accessibility. We use a labor accessibility index based on the SCAPER travel demand model [17, 18]. The index acts as a proxy for the proportion of the city’s population that can access the area during the day subject to constraints imposed by daily schedules, mandatory travel locations (work, school) and travel times, which incorporate road and public transit networks as well as traffic information; thus, we expect a positive relationship between accessibility of an area and linkage strength to that area. See S4 Appendix for more details. The index is reported at the EMME node level, which we aggregate up to the stadsdel level by assigning each stadsdel the average of the accessibility indices attributed to the EMME nodes inside of it.

Points of Interest (POIs). We download information on points of interest in each stadsdel from OpenStreetMap. Points of interests include shops, restaurants, tourism sites, parks, among other types of places. As points of interest draw visitors to an area, they could help to explain movement around Stockholm. In order to specifically capture points of interest that would indicate attractiveness of an area, we filter out passive POIs which do not serve as a draw to an area, such as trash cans and surveillance cameras—see S1 Appendix for full list of POI categories. Existing work has shown that OSM data is highly positionally accurate but incomplete (for example [25], found that only 70% of US schools identified in an authoritative national dataset were mapped in OSM); we assume that level of incompleteness is uniform across Stockholm [26].

Population. We use 2017 population counts from the Swedish census (source: City of Stockholm municipality’s Statistical Information Service).

Rank-distance null model. We estimate expected travel linkage strengths between areas of Stockholm using the rank-distance model in [27]. This models movement between two places $A$ and $B$ as inversely proportional to $\text{rank}_A(B)$, where $\text{rank}_A(B)$ is the number of
points of interest closer to A than B is to A. In [27], Noulas et al. find the rank-distance model to fit better than other commonly-used models of human movement, such as gravity models, for within-city travel patterns. Estimating expected linkage strength using this model allows us to account for movement between two places that have only to do with the distribution of amenities across Stockholm, helping us to further isolate choice in the relationship between socioeconomic similarity and linkage strength.

We also include total Twitter activity and the individual socioeconomic characteristics of each stadsdel. In summary, the explanatory variables for the individual-stadsdel and all-stadsdel models are reported in Table 1. There do exist some correlations between our dependent variables, but they do not result in severe multicollinearity issues—see S2 Appendix for full details.

Since our measure of linkage strength is symmetric, the characteristics of each location should contribute equally to it; for this reason, we fix the coefficients on socioeconomic characteristics, accessibility, points of interest, population, total amount of linkage strength and total number of tweets to be the same for both locations (e.g., the coefficient on population of stadsdel A is equal to the coefficient on population of stadsdel B) by including their sums instead of their individual values. We also perform a log transform on accessibility, points of interest, population, and total number of tweets in order to capture the empirical relationship between those variables and our linkage strength metric.

**Results**

The outcome of our regression analysis is detailed in Table 2. Controlling for covariates, we see that education and income have significant effects on the linkage strength between two regions at the level $\alpha = .001$, while foreign background has a significant effect on linkage strength at $\alpha = .1$. For every standard deviation increase in socioeconomic difference, we see

| Table 2. All-stadsdel model results. | linkage strength between A and B |
| --- | --- | --- |
| &nbsp; | Income | Education | Foreign background |
| Constant | 3.528*** (0.040) | 3.528*** (0.040) | 3.530*** (0.040) |
| Income difference | -0.093*** (0.027) | &nbsp; | &nbsp; |
| Education difference | &nbsp; | -0.105*** (0.021) | &nbsp; |
| Foreign background difference | &nbsp; | &nbsp; | -0.035* (0.020) |
| Transit time | -0.144*** (0.031) | -0.138*** (0.030) | -0.140*** (0.031) |
| Driving time | -0.157*** (0.023) | -0.147*** (0.023) | -0.163*** (0.023) |
| Log labor accessibility A, log labor accessibility B | 0.225*** (0.054) | 0.235*** (0.056) | 0.232*** (0.056) |
| Log points of interest A, log points of interest B | 0.223*** (0.072) | 0.223*** (0.071) | 0.238*** (0.070) |
| Log population A, log population B | 0.033 (0.031) | 0.030 (0.031) | 0.024 (0.031) |
| Rank-distance model | 0.073*** (0.041) | 0.071*** (0.014) | 0.075*** (0.014) |
| Income A, income B | -0.075 (0.043) | -0.126*** (0.040) | -0.137*** (0.042) |
| Education A, education B | -0.077*** (0.032) | -0.088*** (0.031) | -0.089*** (0.032) |
| Foreign background A, | 0.114*** (0.039) | 0.114*** (0.035) | 0.076** (0.038) |
| Total Twitter activity in A, total Twitter activity in B | 0.939*** (0.070) | 0.937*** (0.070) | 0.935*** (0.070) |

Note:
*p<0.1; **p<0.05; ***p<0.01

https://doi.org/10.1371/journal.pone.0247996.t002
total linkage strength multiplied by the exponential of the given coefficient; thus, for every standard deviation increase in income difference between A and B (85,525.27 Swedish krona, equivalent to around 10,251 USD), linkage strength between A and B is multiplied by \( e^{-0.097} = 0.91 \), leading to a 8.9% decrease in linkage strength between A and B. For every standard deviation increase in post-secondary education difference between A and B, we see a 10.0% decrease in linkage strength between A and B. For every standard deviation increase in immigrant makeup difference between A and B, we see a 3.4% decrease in linkage strength between A and B. Socioeconomic differences between neighborhoods thus produce statistically significant barriers to linkage strength throughout the city—in the case of income and education, quite stark barriers; in the case of immigration status, relatively weaker barriers.

Importantly, driving and transit time are also significant predictors of linkage strength, and have even larger effects than socioeconomic difference—longer travel times by either mode of transportation are associated with significantly less linkage strength. This indicates that each serves a separate and significant role in connecting physical locations in the city. Strengthening physical infrastructure between parts of the city with low linkage strength could similarly serve to strengthen connectivity between dissimilar places: our results suggest that a decrease of one standard deviation in transit time (about fourteen minutes) is associated with about a 13.4% increase in linkage strength between two stadsdelar.

**Individual-stadsdel models**

We find that predictive effect of socioeconomic difference varies by stadsdel, and is even insignificant in some. In most stadsdelar where socioeconomic difference does have a significant predictive effect on linkage strength, that effect is negative, indicating that neighborhoods are more likely to be connected to other neighborhoods with a similar socioeconomic makeup, consistent with our full-city model. However, there is also a significantly positive effect in some stadsdelar—some neighborhoods are significantly more likely to be connected to neighborhoods which are different from them, contrary to the overall trend in Stockholm (see Fig 5). Fig 6 shows the size of the effect in stadsdelar where it is significant (stadsdelar with no significant effect are shown in gray). As in the all-stadsdel models, the homophily effect is weakest in the foreign background models—education and income seem to have a much stronger effect on connection between stadsdelar.

**Fig 5. Histograms of individual stadsdel model coefficients.** Histogram of coefficients on education (A), income (B), and foreign background (C) difference in individual stadsdel models. In the individual-stadsdel income and education models, more negative coefficients are statistically significant at the \( p < 0.05 \) level and there are larger negative coefficients than positive ones, which is consistent with the overall trend of a negative relationship between socioeconomic difference and linkage strength. However, this trend is less clear in the foreign background models.

https://doi.org/10.1371/journal.pone.0247996.g005
Discussion

We have identified significantly stronger linkage between neighborhoods of similar income, education levels, and immigrant makeup. This relationship persists even when controlling for factors induced by the structure and layout of the city, such as transit time between places and intervening opportunities, indicating some level of homophily in the way that individuals choose to move through neighborhoods. This lack of linkage strength between neighborhoods with different socioeconomic characteristics has important implications for social segregation in Stockholm. Researchers have already identified strong residential segregation between ethnic Swedes and immigrants to Sweden and between socioeconomic groups [6]; our results suggest that this segregation persists in activity spaces as well. Further, our results seem to suggest that while difference in immigrant makeup does have a significant effect on connectivity between two stadsdel, it is a small one in comparison to the effects of income and education level. The strong immigrant/non-immigrant residential segregation identified in [6] may weaken as Stockholm residents move through daily activity spaces.

Policymakers have already instituted various policies to try to ameliorate residential divides. For example, the Swedish Migration Agency discourages new immigrants to the city from living in certain socioeconomically challenged neighborhoods by withholding some state benefits if they choose to do so [28]. The neighborhoods in Stockholm specifically that are included in this provision—parts of Rinkeby, Husby, and Tensta—have some of the strongest income, education and foreign background dissimilarity coefficients in Stockholm, suggesting that they aren’t well connected to the rest of the city in terms of linkage strength; our results suggest that encouraging new migrants to move elsewhere could potentially have the desired effect of faster integration into Sweden in that they may be more likely to be exposed to people from all across the city [29]. However, our results also suggest that socioeconomically similar communities are connected to one another regardless of physical proximity and accessibility, implying that residential integration alone may not be enough to break down social barriers in Stockholm. Creating public spaces or mixed-income housing units that link areas of different income and education level or immigration background could help to break down existing limits to city connectivity beyond residential segregation.

In our individual-stadsdel models, we have found heterogeneities in the effect of socioeconomic dissimilarity on city connectivity across neighborhoods: consistent with the overall model, most significant socioeconomic difference coefficients in the income and education models were negative, but there were still some stadsdelar with significant, positive coefficients, indicating that they are more likely to be strongly connected to stadsdelar different from them by the flow of people. Using the individual-stadsdel models, we were able to identify which stadsdelar have the most significant homophily effect. These stadsdelar could potentially
be areas of interest for Stockholm city planners as they plan for activities and spaces that will foster integration.

While the results are promising, it is important that we recognize potential biases in the Twitter data used in this study. Direct demographic information of Twitter users are not available, but language processing studies and formal surveys have found that Twitter’s user population is, in general, younger, more educated, and wealthier than the general population [30, 31]. Further, while geotagged Tweets can serve as a proxy for user location [32], they are not ground-truth: Twitter users opt in to location-sharing, so they may not share the location of every tweet they send and they most likely do not tweet from every location they go to. Selection biases come from both layers of this—the locations that users choose to report may not be representative of their full distribution of tweeting locations, and the locations from which users tweet may not be representative of their full travel trajectories. That being said [33], compares an analysis of six million geotagged tweets across Australia to existing analyses of call data records (which do not contain the previously discussed Twitter biases) to find that Twitter data is, in fact, a useful proxy for human mobility. Their analysis suggests that any biases in our Twitter data may have only limited impact on the results. Future work replicating our findings with, for instance, call detail records from distinct operators [34] could shed more light on this. Finally, Twitter data is known to be dominated by certain users, with a small subset of users producing the majority of tweets [30]. In order to ensure that our results are not sensitive to a few, highly influential users, we repeated our analysis with the additional constraint that we filtered out repeated tweets from the same user in a given stadsdel on a given day, ensuring that high-volume users are not over-represented in the data (a process similar to that in [35]). This analysis produced no major changes in the fitted coefficients of our models—see S1 Appendix for full results.

Our distance calculations pose a further limitation to our analysis—travel times were calculated using the geographic centroid of each stadsdel, which may not be representative of travel times between all points in the stadsdelar. Further research could help to illuminate exactly what biases arise from this, if any (see [36]).

Our data is cross-classified and multilevel in structure: each observation \( f_{A,B} \) belongs to a cluster of observations associated with stadsdel \( A \) and a cluster of observations associated with stadsdel \( B \). The natural statistical dependencies that will occur in data of this structure are known to cause deflated standard errors and thus over-rejection of the null hypothesis. We choose to account for this using clustered standard errors as recommended in [23], where the data is clustered on both \( A \) and \( B \). While strategies such as multilevel modeling have been shown to be even more effective at reducing over-rejection of the null hypothesis than cluster-adjusted standard errors, we believe that a single level model is sufficient and preferable in our context due to its simplicity and interpretability [37]. It should be noted that our data’s cross-classified structure may cause bias in coefficients on level 2 variables (variables associated with an individual stadsdel); however, we do not attempt to interpret any level 2 variables in this case [38].

It is worth exploring more deeply the causal mechanisms behind the lack of connection between dissimilar places that is demonstrated by our results. Specifically, analyzing the relationship between flow of people between places and infrastructure allowing for that flow (e.g., public transit and road networks) could have important implications for urban design, transportation planning, and the efficient orchestration of network slices. Using place-based measures like ours as opposed to person-based measures is especially amenable to this kind of analysis and planning, as they allow for the identification of weak spots in connectivity of the physical environment, as opposed to other measures of social segregation which look at lack of connectivity in social networks—a metric agnostic of the physical environment.
Supporting information

S1 Appendix. Data pre-processing. We discuss the cleaning process of our Twitter and point of interest data. (PDF)

S2 Appendix. Verification of certain model assumptions. We show that our model does not suffer significantly from bias related to residual spatial autocorrelation or multicollinearity. (PDF)

S3 Appendix. Travel time data. We describe the travel time data used in our model. (PDF)

S4 Appendix. Labor accessibility index. We describe the labor accessibility index used in our model and show how it is distributed across the city of Stockholm. (PDF)

Acknowledgments

The authors would like to acknowledge the Senseable Stockholm Lab and its partners: City of Stockholm, KTH Royal Institute of Technology, the Stockholm Chamber of Commerce and Newssec, in collaboration with MIT Senseable City Lab. We would also like to acknowledge the H2020 5G-TOURS project. Finally, we would like to thank the City of Stockholm municipality’s Statistical Information Service for provision of population counts and socio-economic data.

Author Contributions

Conceptualization: Cate Heine, Cristina Marquez, Paolo Santi, Carlo Ratti.

Data curation: Cate Heine, Cristina Marquez, Paolo Santi, Marcus Sundberg.

Formal analysis: Cate Heine.

Methodology: Cate Heine, Cristina Marquez, Paolo Santi, Carlo Ratti.

Supervision: Paolo Santi, Carlo Ratti.

Visualization: Cate Heine, Cristina Marquez.

Writing – original draft: Cate Heine, Cristina Marquez, Paolo Santi, Marcus Sundberg.

Writing – review & editing: Cate Heine, Cristina Marquez, Paolo Santi, Marcus Sundberg, Miriam Nordfors.

References


29. Areas that may affect the right to compensation for asylum seekers; 2020. Available from: https://www.migrationsverket.se/English/Private-individuals/Protection-and-asylum-in-Sweden/While-you-are-waiting-for-a-decision/Accommodation/Your-own-accommodation/Areas-that-may-affect-the-right-to-compensation-for-asylum-seekers.html.


